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Introduction 

In this project a garbage collection algorithm has been implemented. In the conventional garbage 

collection problem such as mark & sweep, stop & copy and generational garbage collector the 

collection starts when the mutator runs out of memory specified to it. At this point of time the 

mutator stops running and allows for the collector to collect all the live objects into another space 

called the tospace. When the collection process ends the mutator resumes its execution and starts 

allocating space. The garbage collector implemented in this project is a concurrent garbage 

collector on a uniprocessor system. On reviewing a number of research papers and articles it has 

been found that most of the concurrent, realtime, parallel algorithms developed so far runs on 

multiprocessor system and are very difficult to implement. However the algorithm in this project 

has the flavour of concurrency, not on multiprocessor system but on the uniprocessor system 

Problem 

Here in this method the memory space will be divided into three spaces called the allocator 

space, copyfrom and copyto. At first both the copyfrom and the copyto space are empty. When 

the allocator runs out of space the program is not stopped unlike the Stop and Copy method, but 

the allocation is then shifted to the next available location. At the same time the collector begins 

reclaiming space and then copies all the live objects from the “copyfrom to the “copyto” 

location. Again when the allocator is full then the allocation is shifted to the “copyto” location 

and starts allocating in the space available in it. Then the collector similarly starts collecting live 

objects from previous allocator’s space and copies them to the new “copyto” location. In this 

way the process continues where each of the spaces shifts from one space to another in a cycle. 

The mutator may run out of space before the collector collectors finishes collection. In this case 

synchronization must be done to keep the mutator waiting until the collection ends  

 

Implementation 

The implementation of concurrent copy garbage collector was done using Dr. Racket. The heap 

was divided into three spaces by the name allocation space, copyfrom and copyto space. The 

allocator space was from 0 to 19, copyfrom space from 20 to 39 and copyto from 40 to 59. The 

main logic behind this algorithm is that the mutator and the collector will keep on alternating 

space with each other between the allocation space, copyto and the copyfrom space. So the cycle 

continues as follows: At first the mutator starts allocation at the space between 0 to 19. When it 

runs out of space the mutator switches space and starts allocating in the space between 40 to 59. 

At the same time the collector starts and then it too collects live data from the copyfrom space 

(i.e between 0 to 19) in to the copyto space between 20 to 39. The mutator runs until it too runs 

out of space, switches to empty space and the collector starts collecting data.  

During the implementation firstly global variables were declared for identifying the divisions of 

space so that all the functions used in the program can access the value of the global variables. 



The most important implementation phase was to implement the collector routine. The main 

challenge was to find out all the live objects, copy them to another location and then at the space 

update all the roots to point to the new location.  

The sequence of execution of the collector is done as follows: 

1) Check when the mutator runs out of space 

2) Call the space-switching routine 

3) Call the collect routine 

4) Find the root list of the live objects 

5) Call the copy routine. The copy routine will then internally call the allocate-flat and the 

allocate-cons routine for the space allocation of the copied objects 

6) Update root  

7) Continue 5 until all roots are updated 

When the mutator runs out of space the space-switching routine is invoked which flips the heap 

space among the three segments between the allocator and the collector. The collector routine, 

collect was called and the reachable roots were indentified using the built in function get-root-

set. The locations of each root in the root list returned by get-root-set were found using the 

function read-root on each root in the list. Each root was then traversed and copied to the new 

location using the routine called copy. To complete the copy process firstly space was allocated, 

then copying was performed and finally roots were updated to point to new location. During the 

copying phase the type of values to be copied was checked first whether it was cons, flat or 

procedure. If the values were cons then the function allocate-cons was called which retuned new 

locations which comprised of three consecutive locations for cons itself and two values after it. 

For the flat data the allocate-flat function was called which returned two locations one for the tag 

and the one for the value. The flat values were further checked whether it is a normal value or a 

procedure. If the value found to be a procedure then the roots for the procedure were detected 

using procedure-roots function. After all objects of a particular root were copied to the copyto 

location each individual root was then updated finally to point to the new location using set-root 

function. This whole process was continued using the for-each structure until all the roots were 

copied and updated. In the meantime the mutator was provided with an empty for space 

allocation. To implement the locking and the unlocking portion semaphores had been used which 

has an internal counter. When the counter is zero the semaphore can block a thread`s execution 

until another thread increments the counter. 

Test Cases 

To test the implemented code for its effectiveness and logically correctness a number of test 

cases were used. The test cases include wide ranges from a number, symbol, boolean, null, cons 

and procedures. All these test cases were tested for mutator and the collector when they switched 

spaces alternately. The test cases used were as follows: 



1. (define (f x)                                             

    (if (zero? x) 

         1 

        (* x (f (sub1 x))))) 

 

2. (define (map f lst) 

    (if (cons? lst) 

         (cons (f (car lst)) (map f (cdr lst))) 

        empty)) 

 

3. (define m 77) 

4. (define d 88) 

5. (define e 98) 

6. (define k 1) 

7. (define l 32) 

8. (define a 22) 

9. (define n 66) 

10. (define o 57) 

 

11. (define lst (cons 1 (cons 2 (cons 3 empty)))) 

12. (define (filter p lst) 

    (if (cons? lst) 

        (if (p (car lst)) 

             (cons (car lst) (filter p (cdr lst))) 

            (filter p (cdr lst))) 

        lst)) 

 

13.  (define (length lst) 

    (if (empty? lst) 

         0 

       (add1 (length (cdr lst))))) 

 

14. (define m1 77) 

15. (define d1 88) 

16. (define e1 98) 

17. (define k1 1) 

18. (define l1 32) 

19. (define a1 22) 

20. (define n1 66) 

21. (define o1 57) 

22. (define o2 57) 

  

 

 



Difficulty 

The main challenge which was encountered in this project was to implement the concurrent 

execution of the collector with the mutator. The first cycle of execution (i.e allocator switching 

to the space between 40 to 59 space of heap and the collector collecting live objects from the 

copyfrom between 0 to 19 heap space to copyto between 20 to 39 heap segment was successful. 

However the allocator stopped and did not execute again. For both the collector and the mutator 

synchronization needed to be done. This is because the mutator may run out of space and require 

space for future allocation. If no space is available then the collector needs to be invoked. In this 

case if the collector is previously busy collecting then the mutator had to wait until the collection 

is over and free space is available. The implementation of this synchronization needed the help 

of semaphores.  

Conclusion 

The implementation of the project contained two parts. Firstly the collector routine had to be 

implemented. Secondly management of three types of space had to be done and third the 

synchronization between the mutator and the collector had to be controlled. The first part of the 

problem was coded where copying of live objects from the copyfrom to the copyto space was 

successfully done. The second part was too managed using global variables and calling to the 

space-switching function appropriately. The three phases of collector which contained allocation 

of space, copy live objects to the allocated space in the copyto heap space and update of the root 

was implemented one after another and all the three phases worked perfectly. The allocation for 

the flat value and the cons value were done by the allocate-flat and the allocate-cons function. 

The collector function was invoked at the time when the mutator ran out of space. However the 

synchronization problem was not successfully implemented using the semaphores. The problem 

was that the collector was not invoked when the mutator ran out of space. 

On the other hand I was able to gain knowledge on the structure of the heap and the way the data 

and the tags for the flat and the cons are stored into it. Above all the understanding of the 

importance of the garbage collector was fully justified during the course of the project 

implementation. If implemented perfectly and in optimized manner space can be utilized 

effectively and efficiently. 

From the project I was able to learn both about the garbage collection functionalities and the 

difficulties of its implementation. It is very obvious that theoretically concurrent garbage 

collection algorithm seems very easy to implement but practically it is not. The most challenging 

part is to deal with the lock, unlock and the synchronization problem. This suggests that 

implementation of such synchronization in multiprocessor system is even harder. 
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